
 

Episode 7 

Cornell University Proves Compute-in-Memory Benefits 

 

[speaker1]: Welcome back to the seventh episode of our podcast! Today, we are going to 
examine in depth the benefits that commercial Compute-in-Memory devices bring, how 
they achieve them, and look at corroborating research on the topic. I'm Alec. 

 

[speaker2]: And I'm Sofia. We have in past podcasts discussed why having computational 
memory, and not just memory close to ALU’s or computing cores, saves both processing 
energy and time. 

 

[speaker1]: Right! There's been a lot of buzz around Compute-in-Memory---reducing data 
movement, improving energy efficiency---but not a lot of publicized data on actual 
systems. Today we will pull back the curtain on actual results. There are many Compute-
Near-Memory systems, and we have discussed in previous podcasts how even standard 
off-the-shelf GPUs are Compute-Near-Memory. These fall short of the advantages we have 
been looking for, particularly power savings with equal or better performance, because 
they are still von Neumann, and still transfer data between processing elements and 
storage elements. 

 

[speaker2]: Yes, and Compute-in-Memory flips that script. Instead of moving data to 
compute, it computes where the data is---right inside the memory arrays. Let’s see if the 
argument holds when we actually use these devices. We will be looking at two 
commercially available devices from GSI, both in the Gemini series of parts. 

 

[speaker1]: The big idea behind this ground-breaking technology by GSI is to tackle the "von 
Neumann bottleneck" by computing directly within the SRAM cells. This is key to the true 
in-memory computation advantages. 

 

[speaker2]: So, let’s dissect some actual use cases and compare results. We will start with 
Synthetic Aperture Radar. This is high performance compute function and can be 



 

integrated with other AI functions in an edge product, like a drone, for autonomous 
navigation. 

 

[speaker1]: GSI has off-the-shelf Synthetic Aperture Radar software that runs on their first 
generation production Gemini-I chip, so that’s a good place to start. Eight Gemini-I cards 
can generate a 5 kilometer by 5 kilometer image at a half meter resolution from 10,000 
radar pulses in a single 2U server in 3.2 seconds. Such a server could be used in a fixed 
wing aircraft. 

 

[speaker2]: That's fast! Now listen to this...a SINGLE new second generation card, with the 
Gemini-II can do that calculation in 25 seconds drawing only 15 watts of power! On a 
drone, that would use  a smaller field of view of 150 meters by 150 meters--- that 
calculation can be done on Gemini-II in 16 seconds and only draws 17 watts of power. 

 

[speaker1]: That kind of performance would allow a small drone to use radar vision to 
navigate through rain, smoke, and night even when GPS is being jammed. That is very 
impressive. Let's discuss another example of the APU’s performance benefits from the 
Cornell research. 

 

[speaker2]: Great follow-up---fast vector search is another case where the APU 
demonstrates strong performance gains. 

 

[speaker1]: Yes! The Gemini processors have a native hamming distance capability. This 
comes in very useful for doing extraordinarily fast searches in vectors within their memory 
array. As an example, the gen one Gemini production part has a 38x execution time 
improvement over an Intel i7 for a batch of 1 and consumes only 1/6th the power. 

 

[speaker2]: I understand this also has use in medical molecular search purposes. 

 

[speaker1]: Yes. In one field use, the requirement was to look for similar but not equal 
matches, using a less than 80 percent match for patent purposes. Now as you go lower in 



 

match, the memory requirement blows up for CPUs and ultimately the system can even 
crash. The match ratio is a don’t care for CIM. For a large 30 million-plus database using 
8,192 bit vectors, the Gemini-I provided results in hundreds of milliseconds. GPU was able 
to do it in minutes, and a Xeon grade CPU took hours. 

 

[speaker2]: There’s a consistent story here. Faster results in real world applications, at a 
fraction of the power and footprint. This was proven by Cornell University recently, who 
created a model to expand the cases to look at. This is related to Fast Vector Search and 
the retrieval augmented generation, or RAG, use case in LLM optimization. 

 

[speaker1]: I am glad you brought that up. Yes,  RAG is the technique behind more 
personalized AI assistants. It’s where a model looks up relevant information to your use 
case or situation before answering you—kind of like letting ChatGPT Google what’s most 
pertinent to your situation before it replies to your query. That lookup process is heavy on 
vector search, which is exactly where the Gemini Compute-in-Memory device shines. 

 

[speaker2]: And the numbers are crazy. When Cornell ran RAG retrieval tasks over corpora 
from 10GB up to 200GB, the compute-in-SRAM system was 4.8 to 6.6 times faster than a 
high-end CPU. It even matched the performance of an NVIDIA A6000 GPU—but with over 
50 to 100 times LESS energy use. 

 

[speaker1]: That’s not just an incremental gain—that’s a total rethink of what’s possible for 
AI hardware. The researchers achieved this with three smart optimizations:   

1. Communication-aware reduction mapping—basically rearranging computations so 
that they use faster inter-vector operations instead of slower intra-vector ones.  

2. DMA coalescing, which merges redundant data transfers into one efficient batch. 
3. Broadcast-friendly data layouts, which let the same data be shared across many 

compute units with minimal overhead. 

 

[speaker2]: Those tweaks sound small, but together they slashed retrieval latency from 
hundreds of milliseconds down to just a few dozen. The optimized system not only 
processed data faster, it stayed energy-cool while doing it. 



 

 

[speaker1]: What’s even more impressive is that this wasn’t a lab simulation—they used an 
actual commercial chip and benchmarked it against real GPUs and CPUs. That’s a big step 
from theory to practice. 

 

[speaker2]: So, the big picture: compute-in-SRAM is proving it can handle realistic AI 
workloads, not just virtual problems. You get GPU-level speed for RAG, but your energy bill 
looks like you were running a light bulb instead of a gaming rig. 

 

[speaker1]: Matching GPU performance while consuming 54 times to 117 times *less* 
energy than a GPU. That's a staggering difference in energy efficiency, Sofia. 

 

[speaker2]: Absolutely. And here’s what’s completely mind blowing. That work was done on 
Gemini-I. The just released production Gemini-II has 8x the memory, 2x the clocking speed, 
and has implemented some of the discussed data movement optimizations to improve 
performance. Overall, the expectation is about a 10x improvement in processing when 
using the new generation Gemini-II. 

 

[speaker1]: This part sounds killer for edge, autonomous, and mobile physical AI 
workloads! 

 

[speaker2]: Yes, it is incredibly practical for demanding edge physical AI workloads! 

 

[speaker1]: And let’s not forget Time to First Token, or TTFT. As we discussed in our last 
episode, GSI’s APU is flipping the script by moving Time to First Token and decisions from a 
frustrating several-second delay into near-real-time territory, making truly responsive AI a 
reality for a vast array of edge deployment scenarios. 

 

[speaker2]: The technological leaps that GSI’s Compute-in-Memory APU brings to the edge 
AI space are incredible. It is truly changing the landscape of how we think of edge AI. It is 



 

now possible to have envelope-pushing performance while being environmentally 
responsible. 

 

[speaker1]: And there you have it. We hope you enjoyed the podcast today and now have a 
deeper understanding of the benefits of the commercially available Gemini CIM parts, how 
they perform so well against CPU and GPU, and the corroborating research that proves the 
APU’s performance and power advantages over conventional GPU and CPU solutions. Join 
us in two weeks for the next episode of our podcast. 


